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a b s t r a c t
Introduction: A high test–retest reliability is of pivotal importance for many disciplines in fMRI research. To
assess the current limits of fMRI reliability, we estimated the variability in true underlying Blood Oxygen
Level Dependent (BOLD) activation, with which we mean the variability that would be found in the theoretical case when we could obtain an unlimited number of scans in each measurement.
Methods: In this test–retest study, subjects were scanned twice with one week apart, while performing a visual and a motor inhibition task. We addressed the nature of the variability in the underlying BOLD signal, by
separating for each brain area and each subject the between-session differences in the spatial pattern of BOLD
activation, and the global (whole brain) changes in the amplitude of the spatial pattern of BOLD activation.
Results: We found evidence for changes in the true underlying spatial pattern of BOLD activation for both
tasks across the two sessions. The sizes of these changes in pattern activation were approximately 16% of
the total activation within the pattern, irrespective of brain area and task. After spatial smoothing, this variability was greatly reduced, which suggests it takes place at a small spatial scale. The mean between-session
differences in the amplitude of activation across the whole brain were 13.8% for the visual task and 23.4% for
the motor inhibition task.
Conclusions: Between-session changes in the true underlying spatial pattern of BOLD activation are always
present, but occur at a scale that is consistent with partial voluming effects or spatial distortions. We found
no evidence that the reliability of the spatial pattern of activation differs systematically between brain
areas. Consequently, between-session changes in the amplitude of activation are probably due to global effects. The observed variability in amplitude across sessions warrants caution when interpreting fMRI estimates of height of brain activation. A Matlab implementation of the used algorithm is available for
download at www.ni-utrecht.nl/downloads/ura.
© 2011 Elsevier Inc. All rights reserved.

Introduction
Functional Magnetic Resonance Imaging (fMRI) is a widely applied method for measuring brain activation in humans. For some
purposes of fMRI, such as the planning for neurosurgery (Rutten et
al., 2002), the deﬁnition of phenotypes in genetic studies (Turetsky
et al., 2007), or clinical trials predicting the outcome of pharmacological treatment (Chen et al., 2007), a high degree of reliability is
demanded, meaning that differences with retesting should be minimal. However, it is well known that activation maps in the same subjects can contain substantial variation across sessions (McGonigle et
al., 2000).
This is not surprising, as the fMRI signal not only contains activation related signal (i.e. Blood Oxygen Level Dependent (BOLD) signal)
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but also noise. This noise is produced both by the scanner and by
human physiological processes such as heartbeat and respiration
(Kruger and Glover, 2001; van Buuren et al., 2009). Because of this
noise, the estimate of the true BOLD signal in a certain voxel will ﬂuctuate around the true underlying mean BOLD signal. We postulate
that this true underlying BOLD signal would be revealed should one
obtain a number of scans that approaches inﬁnity during each experimental session. We believe however, in regular fMRI experiments
the number of obtainable samples is limited, so noise in the fMRI signal is an important factor for determining reliability (Bennett and
Miller, 2010).
Besides noise, the estimates of the underlying BOLD signal can also
differ because there are in fact true underlying BOLD signal changes
between sessions. This true variation, as opposed to variation due to
noise, refers to between-session signal changes that are larger than
would be expected based on noise alone. More speciﬁcally, we deﬁne
the true variation as the variation in signal that would be measured
when we have a number of scans that approaches inﬁnity. In this
study we want to estimate the amount of true variation. An estimate
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of true variation in the underlying BOLD signal can yield a theoretical
limit of fMRI reliability of individual measurements. A theoretical
limit of fMRI reliability is an important piece of knowledge not only
for assessing feasibility of future fMRI studies, but also for providing
a more elaborate background for general interpretation of fMRI
results.
We will also make an attempt to address the nature of the variability in the underlying BOLD signal, by partitioning the betweensession variation in underlying BOLD signal in two different terms:
global effects and spatial pattern. We believe that these different
variability-terms possibly have different sources. Firstly fMRI signals
(i.e. noise and BOLD signal) can vary due to global whole brain variations, affecting the amplitudes of BOLD responses to a similar extent
across the entire brain. This type of variation would thus scale the
amplitudes of BOLD responses (and their estimates) with roughly
the same factor throughout the brain, but leave the spatial pattern
of activation relatively unchanged (see Fig. 1A for a schematic representation). Secondly the underlying signal could also differ because of
changes in the spatial pattern of activation. The pattern of activation
begins to differ when the amount of activation in one voxel changes
relative to the amount of activation in another after taking whole
brain variation in the amplitude of activation into account (see
Fig. 1B for a schematic representation). Variation in the spatial pattern of activation will be assessed per brain area.
Subjects performed a visual (blocked design) and a motor inhibition task (event related design) on two occasions separated by one
week. We assessed the presence of global changes in the amplitude
of the pattern of BOLD activation and changes in the spatial pattern
of underlying BOLD activation in individual subjects. Results show
that the underlying patterns of activation are relatively stable over
sessions for all brain areas, while the whole brain amplitude of activation is more variable.

Fig. 1. Schematic representation of the BOLD activation in two sessions. In the ﬁrst example (A) there is a global effect between sessions, meaning that the activation in all
voxels has been changed by the same percentage (attenuated with 50% from session
one to session two). In the second example (B) there is also variation in activation between sessions, but these variations change the pattern of activation (i.e. the relative
proportional activation of one voxel to the next). These examples describe global and
pattern effects at the scale of four voxels, but the current examples can be extrapolated
to encompass all voxels in the brain.

Materials and methods
Background
The purpose of the analysis was to estimate the variability in the
true underlying BOLD signal between sessions. We wanted to express
this true underlying variability as a percentage of the mean underlying signal. We assumed that the true underlying BOLD signal would
be found when we acquired an inﬁnite number of scans during each
session. However, as we extrapolate this estimate of variation in underlying BOLD from sessions that are in reality limited in duration,
we also assume the ideal subject that has no additional variation in
cognition when the duration of the sessions would increase to
inﬁnity.
Between-session differences in the underlying BOLD activity for
the tasks were assessed by analyzing properties of scatter plots of tvalues for the task factors. In these scatter plots the t-values of the
ﬁrst session are plotted against the t-values of the second session.
These patterns are analyzed for each subject individually. Fig. 2
shows four theoretical examples of such scatter plots to describe the
rationale behind the analysis. Every dot in the pattern represents a
single voxel in the brain. The x-coordinate of a dot represents the tvalue during the ﬁrst session, and the y-coordinate of a dot represents
the t-value during the second session.
In Fig. 2A, there is no effect of the fMRI task in any voxel in the
brain in neither the ﬁrst or in the second session. In such a case
only noise is measured. The combination of t-values will form a 2D
Gaussian distribution that is centered on the origin. In a typical fMRI
design there is a large number of degrees of freedom. The standard
deviation of the distribution of such experiments is therefore approximately 1. In the case of no activation, the distribution is centered on
0.
Fig. 2B, shows a scatter plot when there is an effect of the fMRI
task that produces the same spatial pattern of BOLD activation for
the two sessions in addition to the noise. When the underlying pattern is perfectly reproducible, the dots of a scatterplot showing the
underlying activation would be perfectly oriented on a single straight
line. In this example the underlying effects are normally distributed
across voxels, so there is a small number of voxels with a large effect,
and a large number of voxels with a small effect. The presence of the
stable underlying spatial pattern of activation causes the distribution
of t-values to become elongated. When the global effect sizes (which
correspond to the amplitude of the underlying spatial patterns) are
identical for the two sessions, the slope of the axis of elongation
will be 1 (equivalent to 45°). When the global effect sizes are unequal,
the slope of the axis of elongation will deviate from 1. The relative
change in global effect sizes across sessions can be estimated by ﬁtting a straight line through the data points. This line can be described
by the formula y = ax + b, where a is the slope and b is the intercept.
The formula is estimated so that the lengths of the orthogonal projections of all data point to the line are minimized (for details on the procedure for ﬁtting a straight line see further downward). In this
example the task produces larger effect sizes in the ﬁrst session
than in the second session, so the slope of the ﬁtted line is lower
than 1. Furthermore, the larger the amplitude of the underlying spatial pattern of activation over the two sessions, the more the tvalues will start to deviate from 0 along the axis of elongation. This
means that the mean distance from the origin to the intersection
points of the axis of elongation and the orthogonal projections will increase. This amount of stable pattern activation can be summarized
by the standardized deviation from zero parallel to the axis of elongation (SDparallel). The size of the SDparallel is determined by the amount
of stable pattern activation during session 1 and session 2. In detail,
the amount of stable pattern activation for each session can be described as the standard deviation from zero of the 'effect sizes' * √df
along the x-axis for session 1 (SDsession-1), and along the y-axis for
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Fig. 2. Theoretical examples of scatterplots of t-values for two sessions. Each dot represents a pair of t-values, one for each session. A: No task effect present in either session; B: A
consistent underlying spatial pattern of activation with unequal effect sizes between sessions; C: A pattern of activity is present, but the pattern is completely random and across
sessions; D: Both and inconsistent (random) task effects are present.

session 2 (SDsession-2). Through Pythagoras' theorem, the combined
stable underlying pattern effect is thus equal to the sum of the
squares of SDsession-1 and SDsession-2.
Note that when there would be no stable underlying pattern effect
(the effect sizes in all voxels are 0 during session 1 and session 2 such
as in Fig. 2A), the measured value of SDparallel would still be 1, which is
the standard deviation of the normal distribution. SDparallel is thus
equal to the combined stable pattern effect plus one.
Formula 1 : SDparallel ¼

qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
SD2session1 þ SD2session2 þ 12

Note that this measure summarizes the deviation from zero (as
opposed to the deviation from the mean as in the normal standard
deviation). Importantly, when there are no changes in the pattern of
activation, the standardized deviation from the axis of elongation
(the length of the orthogonal projections) is still approximately 1.
The standard deviation of the length of the orthogonal projections is
referred to as the SDorthogonal.
In the third example (Fig. 2C) there is a spatial pattern of underlying signal present for the two sessions, but the two spatial patterns
are completely random and unrelated. Again the t-values will form
a 2D Gaussian distribution, but in this case the standard deviation is

larger than one. The amount of increase from one is dependent on
the amount of difference in the underlying pattern of BOLD activation
between the sessions. In detail, the underlying pattern activation differences between sessions can be described as the standard deviation
of the ‘effect sizes of the deviation from the pattern * √df’ (SDdifference). The standard deviation of the distribution is the square
root of the sum of squares of SDdifference plus 1.
The example in Fig. 2D shows a scatter plot that contains a combination of the previous effects. First, part of the activation that is produced by the task over the two sessions forms a stable underlying
spatial pattern (as in the second example). In addition, as shown in
the third example (Fig. 2C), there are random differences in the underlying pattern of BOLD activation between the sessions. Note
again that when the underlying spatial pattern of activation would
be perfectly reproducible, the dots of a scatterplot of the underlying
activation would be perfectly oriented on a single straight line. However, when there are differences in the underlying activation pattern
as in Fig. 2D, the dots of a scatterplot of the underlying activation
would deviate from a straight line.
Again a straight line is ﬁtted through the data-points where the
slope is dependent on the relative amplitude of the global underlying
effect for the two measurements. Importantly, standard deviation of
the lengths of the orthogonal projections to the ﬁtted line
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(SDorthogonal) is the same as in the third example (Fig. 2C) and is thus
dependent on the between-session variability in the underlying spatial pattern of the BOLD signal. Remind that when there are no pattern differences (such as in Fig. 2B), the measured value of
SDorthogonal is 1, which is the standard deviation of the normal distribution. However, in case of the presence of underlying pattern variability, the SDorthogonal is equal to the SDdifference plus one (similar as
for the standard deviation of the distribution in Fig. 2C)
Formula 2 : SDorthogonal ¼

qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
SD2difference þ 12

The second measure that can (as in the second example) be estimated from the plot is the SDparallel, (the standardized deviation
from zero parallel to the axis of elongation) which is dependent
on the amplitude of the stable underlying patterns (SDsession-1 and
SDsession-2) as in Fig. 2B. However, as pattern differences increase
the standard deviation of the scatterplot in all directions (see
Fig. 2C), the size of SDparallel is also dependent of the size of the pattern differences (the SDdifference, which can be substituted using the
measure of the SDorthogonal).
Formula 3 : SDparallel

qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
¼ SD2session1 þ SD2session2 þ SD2orthogonal

After ﬁtting the straight line, the SDparallel and SDorthogonal can be
assessed for different brain areas. In addition, after acquisition of
the measurements of SDorthogonal, SDparallel, and the slope of the axis
of elongation, all other terms within the formulas can be determined
(including SDdifference, SDsession-1, and SDsession-2). Thus by calculating
SDparallel, SDorthogonal and the slope, we can estimate the variation in
the underlying signal pattern. The resulting relationship between
the stable pattern (SDsession-1, and SDsession-2) and the pattern differences (SDdifference) is not systematically biased by the sensitivity/
power of the task paradigm (e.g. more scans, of the measurement)
as variations in sensitivity will inﬂuence the size of the SDdifference ,
SDsession-1, and SDsession-2 to the same extent. However, enough samples/scans need to be acquired to make a reliable estimate of the
relationship.
It is important to note that the proposed methodology can only
provide clearly interpretable results when signiﬁcant straight line
ﬁts can be established, and that the slopes of the straight line ﬁts
are not negative or do not approach zero or inﬁnity. When this is
the case this is most likely the result of too little activation during either one of the two sessions or both. When there is too little activation in the ﬁrst session, the slope approaches inﬁnity, when there is
too little activation in the second session, the slope approaches zero.
Too little activation in both sessions will result in an unstable straight
line ﬁt (the estimate of the slope will have a large standard error),
which than can also become negative. Also note that in the described
examples the pattern differences are random and thus do not inﬂuence the slopes of the straight line ﬁts. However, regardless whether
pattern differences are random or non-random, they will inﬂuence
the ratio between the SDparallel and SDorthogonal and thus will be
detected with the proposed methods.
Also, for the analysis we use all voxels in the brain as this provides
the most samples for the line ﬁtting and gives the most precise estimates of SDparallel and SDorthogonal. An important condition for this
to work properly is that there are no distortions that affect the
t-values in many voxels, even to a small extent. Such distortions
could for example be the result of subject motion that has a nonzero correlation with the task. As all voxels contribute to the analysis,
small distortions in many voxels can have a strong inﬂuence on
the ﬁtted line and thus the estimates of SDparallel and SDorthogonal. To
minimize distortions through subject motion we have added motion
parameters to the design matrix.

A Matlab implementation of the routines for calculating the
SDparallel, SDorthogonal, SDsession-1, SDsession-2, and the SDdifference for
different ROI's can be downloaded from http://www.ni-utrecht.nl/
downloads/ura.
Participants and procedure
Twenty-one MRI naïve right-handed subjects (9 male, aged 22 ±
2.5 years) participated in the study. None of the participants had
any signs of past or present major psychiatric illness according to
the Mini International Neuropsychiatric Interview (Sheehan et al.,
1998). All subjects gave their written informed consent and the
study was approved by the local ethics committee. Subjects were
requested to keep caffeine intake equal for all sessions and to abstain
from drug use. The actual scan sessions were one week apart and took
place at the same time of day. The sequence of the tasks was randomly varied across subjects and sessions. One subject only performed the
visual task.
Tasks
Response inhibition task (event related design)
The response inhibition task was a modiﬁed version of the stopsignal response inhibition task developed by Logan and Cowan
(1984). As this task is described in detail elsewhere (Vink et al.,
2005, 2006), we will describe it here brieﬂy. The task consists of
two types of blocks; GO-ONLY blocks in which a series of trials are
presented each requiring a button press (i.e. Go trials), and GO/
STOP blocks in which Go trials are occasionally followed by a stopsignal, indicating that a response had to be suppressed. The successful
stop trials were the events of interest for this experiment. The time
between the onset of the trial and the onset of the stop-signal
(stop-signal delay; SSD) was modiﬁed throughout the task for each
individual, so that the number of successful Stop trials was equal for
all subjects and sessions. The motor inhibition task was practiced
brieﬂy prior to the scanning session.
Visual task (blocked design)
Subjects viewed 2 Hz alternating checkerboard patterns presented
either to the left of the right hemiﬁeld in a blocked design. Every
block lasted 20 s. There were 9 cycles (40 s left–right cycle length)
presented in about 6 min. Checkerboard patterns were presented to
the left hemiﬁeld ﬁrst.
Functional MRI acquisition
MRI data were acquired on a 3 Tesla Philips MRI scanner (Philips
Medical Systems, Best, The Netherlands). Foam padding was applied to
restrict head motion. Images were acquired using an eight-channel
sensitivity-encoding (SENSE) parallel-imaging head coil. The response inhibition and visual task were scanned using a 2D-EPI sequence with the
following parameters: TE=23.5 ms; TR=1600 ms; ﬂip-angle=72.5°;
voxel size=4 mm isotropic; matrix=64×51; ﬁeld of view=256×
208; 30 axial slices per volume; dynamic scan duration =1.6 s. A total
of 440 functional volumes were acquired during the response inhibition
task (about 12 min) and 226 volumes during the visual task (about
6 min). Finally, a T1 weighted structural scan was acquires, using the following parameters: TE=4.6 ms; TR=10 ms; ﬂip-angle=8°; voxel
size=0.8 mm isotropic; matrix=300×300; ﬁeld of view=240×
240×144; 180 axial slices per volume.
Functional MRI pre-processing and analysis
Functional data were preprocessed and analyzed for each task separately using SPM5 (Welcome Department of Imaging Neuroscience,
London, United Kingdom). The functional volumes were realigned to
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the last functional volume using rigid-body transformation. Next, the T1
weighted anatomical scan was co-registered to mean functional scan to
accommodate spatial alignment of the anatomical image with all the
functional volumes. No spatial normalization was performed on the
data and thus all results reported are obtained from the data in native
space.
The preprocessed functional data were analysed using the General
Linear Model (GLM) approach for each of the tasks separately. For the
inhibition task, the design matrix consisted of factors modeling the
hemodynamic changes during the Go trials of the GO/STOP blocks,
the successful Stop trials, and the unsuccessful Stop trials. GO-ONLY
blocks were not modelled explicitly and therefore constituted the
baseline to which activation was compared. A high-pass ﬁlter with a
cutoff at 128 s was used for the motor inhibition task. For the visual
task, the design matrix consisted of one factor modeling the hemodynamic changes during the left hemiﬁeld stimulation. Right hemiﬁeld
stimulation was not explicitly modelled and therefore constituted
the baseline to which the left hemiﬁeld stimulation was compared.
A high-pass ﬁlter with a cutoff at 80 s was used for the visual task.
To correct for head motion, the six realignment parameters were
included in the design matrix of the tasks as regressors of no interest.
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Also, to correct for drifts in the signal, a high-pass ﬁlter was applied.
Serial correlations in the fMRI timeseries were addressed by using
the autoregressive model.
These analyses resulted in individual b-maps (containing the regression coefﬁcients for each voxel) and t-maps (containing the ttest values of these b-values) for the inhibition task (successful Stop
vs. GO-ONLY baseline), and the visual task (left hemiﬁeld stimulation
vs. right hemiﬁeld stimulation baseline) for each of the two sessions.
Segmentation of cortical areas
The Freesurfer software package (Dale et al., 1999; Fischl et al.,
1999) was used for generating surface reconstructions of the cortex
for every subject, based on a (non-normalized) T1 weighted image
that was the average over the two sessions. An automatic surface
based parcellation algorithm segmented the different cortical areas
(Desikan et al., 2006; Fischl et al., 2004), and the surface based segments were subsequently converted back to a volume. See Fig. 3 for
reference of the different cortical segments that were generated. Segments only included voxels in gray matter. The resulting volumes
containing the cortical segments were then coregistered to the

Fig. 3. The different segmented areas projected on an inﬂated cortical surface for one of the subjects.
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mean functional image of each experiment with nearest neighbor interpolation and using the mean T1 image as the source. The resulting
two volumes for every subject contained the ROI's that were used in
the analysis.
Fitting straight lines through scatter plots and estimate global effects
For estimating the axis of elongation through the scatter plots we
used an IDL implementation of a routine for ﬁtting a straight line
(y = ax + b) through data when there are errors on both coordinates
(Press and Teukolsky, 1992). It produces a slope (a) and intercept (b)
estimate of a linear function so that the perpendicular offsets from the
line to the data points are minimized (as opposed to the vertical offset

which is normal for straight line ﬁtting with one independent and one
dependent variable). In addition it calculates the standard deviation
of a and b. The value of a (the slope) represents a scaling factor for
whole brain/global effects. When the slope is signiﬁcantly different
from 1, it means that there are between-session differences in global
effects.
In the analysis, the straight lines were ﬁtted on the scatterplots
containing all voxels. For estimating the values of SDparallel and
SDorthogonal, lines were ﬁtted through the scatterplots of t-values.
Note however that the slope of the t-values is not necessarily a
measure of between-session changes in the amplitude of the underling pattern of BOLD activation. When task factors correlate
with other factors in the design matrix, t-values for the task factor

Fig. 4. The mean estimates of SDparallel and SDorthogonal for different brain areas and for the two tasks. Red bars represent the results from the left hemisphere and blue bars the results from the right hemisphere. Error bars show the standard error of the mean. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web
version of this article.)
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get lower throughout the brain as the variance cannot be uniquely
assigned to only the task factor. When the multiple correlation coefﬁcients are different for the task factors of the two sessions, the
slopes of t-values thus become biased. This could occur to some
extent when motion parameters were added to the design matrix,
even when motion induced artefacts do not correlate with the
task related factors. To get estimates of changes in the global effects, slopes were thus estimated on scatter plots of the estimated
b-values (regressor coefﬁcients) of the task related factors.
The procedure for the straight line ﬁtting also includes the sizes of
the measuring errors for each point (voxel) and each session. The
measuring errors along the x-axis (session 1) and y-axis (session-2)
that were used in the estimation were either the standard errors of
the betas (when making a ﬁt on the betas), or 1 (when making a ﬁt
on the t-values). Note that in case of true underlying changes in the
pattern of BOLD activity, points will start to signiﬁcantly deviate
from the ﬁtted line, i.e. the error bars are not overlapping with the estimated straight line. This can lead to a low chi-score, indicating that a
linear ﬁt is not the optimal ﬁt. This however does not mean that there
is no linear component present in the data. However, the standard
deviation of the estimated slope is in that case underestimated. We
therefore regard these signiﬁcant pattern deviations as being caused
by an underestimation of the true measuring error (Tremaine et al.,
2002). To compensate for the underestimation, we applied a scaling
factor to the measuring errors until the ﬁt was signiﬁcant
(p b 0.001). The up-scaling of the measuring errors does not affect
the values of a and b, but it enlarges the standard deviations of a
and b so that they are no longer underestimated.

Results
SDparallel and SDorthogonal
The SDparallel and the SDorthogonal were determined for the two
tasks and for different brain areas. The results can be seen in Fig. 4.
The scatterplots of t-values and the ﬁtted lines that underlie these estimates can be seen for all subjects in Supplement 1 for the visual
task, and Supplement 2 for the motor inhibition task. Results were
tested univariately with one sample t-tests and Bonferroni corrected

723

(p = 0.05) for the number of comparisons (=70 = equal to the number of cortical segments), resulting in a critical T-value of 3.70. A value
of SDorthogonal larger than 1 is an indication for the presence of variability in the pattern of underlying signal. A value of SDparallel larger
than 1 indicates the presence of a signiﬁcant task effect during either
session, consisting of either stable pattern activity across sessions, or pattern differences between sessions. Note that absolute values of SDparallel and SDorthogonal are dependent on task length and effect sizes,
so that differences between the tasks on these measures are not relevant for the scope of the current analysis.
For the visual task, the SDparallel was signiﬁcantly larger than 1 in a
most cortical areas (88%), and was largest in the areas of the occipital
lobe (SDparallel> > 1). The SDorthogonal was also signiﬁcantly increased
from 1 in most brain areas (78%), and also larger in occipital areas
than in the rest of the brain. For the motor inhibition task the SDparallel
was signiﬁcantly increased from 1 in nearly the entire cortex (98% of
the areas). The SDorthogonal was overall smaller than in the visual task,
but was nevertheless signiﬁcantly larger than 1 in 49% of the brain
areas.
As the SDorthogonal is larger than 1 in many brain areas, these data
demonstrate that there is evidence for true underlying changes
in the spatial pattern of BOLD activity between sessions. Note
however that in most brain areas the absolute increase from 1 of
the SDorthogonal was small. Literally, these data are to be interpreted
that an SDorthogonal value in a particular brain area of e.g. 1.03, implies that on average a t-value you ﬁnd in this area in one session,
has a standard deviation of 1.03 across sessions (compared to 1 in
a completely reliable pattern). Visual inspection of the SDorthogonal
values revealed between-area and between-task differences in the
magnitude of the pattern variability. Further analysis showed that
for the two tasks the SDorthogonal tended to be larger in brain
areas with a large SDparallel (Fig. 5). It is important to note that a
positive linear relationship can be expected between SDparallel
and SDorthogonal when there are between area differences in the
SDorthogonal, as the SDorthogonal also determines the size of the
SDparallel (see formula 3). However, this can only account for a
one to one relationship. When the slope of the relationship is not
equal to 1, it means that it cannot be caused only by between-area differences in the SDorthogonal. Thus, in brain areas where the SDparallel is
larger than the SDorthognal, the increase in SDorthogonal must be related

Fig. 5. Scatterplots of the mean values of SDparallel plotted against the mean values of SDorthogonal. Blue dots show the values when the scaling of the global BOLD amplitudes (straight
line ﬁtting) is done on all voxels in the cortex. Red dots show the values when the scaling was done for each cortical area separately. Error bars show the standard error of the mean.
(For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this article.)
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to the amplitude of the activation of the stable underlying spatial patterns (SDsession-1 and SDsession-2). In other words, between-area differences in variability of the underlying pattern of BOLD activity are
not linked to inherent properties of brain areas, but are related to the
amounts of activation that is present in the stable underlying patterns. The amplitude of the SDdifference (difference in the pattern) is
thus positively related to the amplitude of the stable underlying patterns (SDsession-1 and SDsession-2)

Relation between the amplitude of the stable spatial pattern and the
amount of difference in the spatial patterns
An increase in SDdifference with an increase in the SDsession-1 and
SDsession-2 implies that in brain areas with a strong stable pattern of
underlying activation there is a higher percentage of voxels that deviate from the pattern. This means that the more active voxels there are
in a particular brain area, also the more variability that is produced in
that brain area. In addition, it may also be the case that the higher

individual voxels are activated across sessions, also the higher their
amount of variability between sessions.
To assess this latter possibility, we re-segmented brain areas, but
now not based on anatomical properties, but on the amplitude
of the mean amplitude of the stable underlying pattern of activity
((SDsession-1 + SDsession-2)/2). For every 0.25 step in (SDsession-1 +
SDsession-2)/2 we generated an ROI for each subject, and calculated
the corresponding amplitude of the SDdifference. The results can be
seen in Figs. 6A and B. It shows for the two tasks that SDdifference
increases approximately linearly with (SDsession-1 + SDsession-2)/2. This
means that the larger a measured t-value in one session, the more it
will deviate from the pattern, and the higher the chance that it produces
a statistical difference with the second session. Note that the slope of
the linear relationship is important as it represents the proportion of increase in pattern variability with increase in the amplitude of the stable
underlying pattern. The mean proportion of increase across subjects
was 15.6% (95% conﬁdence interval = 11.0%–20.2%) for the visual
task, and 16.6% (95% conﬁdence interval = 5.5%–28.2%) for the motor
inhibition task. In addition to a slope that was signiﬁcantly different

Fig. 6. Relationship between the amplitude of the stable underlying pattern of activation and the difference in underlying pattern of activation for A: The visual task; B: The Motor
Inhibition task: C: The visual task with smoothed data; D: The Motor Inhibition task with smoothed data. Error bars show the standard error of the mean. Depicted formulas are the
mean across subjects.
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from 0, there was also a signiﬁcant intercept in the relationship between (SDsession-1 + SDsession-2)/2 and SDdifference, indicating the presence of a difference in underlying BOLD pattern variability, regardless
of the amplitude of the stable underlying pattern. The amplitude of
the intercept was larger for the visual task (=1.02; 95% conﬁdence interval = 0.82–1.21) than for the motor inhibition task (=0.35; 95% conﬁdence interval = 0.21–0.49)

Spatial scale of the spatial pattern variability
To further understand the cause of the observed relationship between the variability of the pattern of underlying BOLD activity and
the amplitude of the stable underlying pattern of activity, we
addressed the spatial scale at which the variability in the pattern occurred. First we assessed the possibility that it was caused by
between-area differences in changes in BOLD amplitudes. The ﬁtting
of the straight lines through all voxels in the cortex effectively
resulted in a global scaling of the BOLD amplitudes, so that
between-area differences in change in BOLD amplitudes across sessions can contribute to between-session variance in the spatial pattern of activation. To assess this possibility, we repeated the
analysis, but instead of scaling across the entire cortex, the scaling
was now done per cortical brain area (i.e. the ﬁtting of the straight
line was done for each area separately). The results for the relationship between SDorthogonal and SDparallel for this analysis can be observed in Figs. 5A and B. Although scaling the pattern per brain area
overall reduced the SDorthogonal, it did not inﬂuence the slope of the
relationship between SDorthogonal and SDparallel. Also note that that
the observed reductions in SDorthogonal are not speciﬁc for areas with
consistent underlying task activation, and thus may be caused by
overﬁtting the data (i.e. when doing a straight line ﬁts on ever smaller
samples of randomly distributed voxels, the SDdifference would continue to decrease) . We therefore conclude that between-area changes in
underlying spatial pattern of BOLD amplitudes cannot explain the relationship between and ((SDsession-1 + SDsession-2)/2) and SDdifference,
and is therefore not an important contributor to between-session
variance.
An increase in the variability of the pattern of underlying BOLD activity with an increase in the amplitude of the stable underlying pattern of activity could be caused by geometric distortions due to
imperfect shimming or due to partial voluming effects as subjects
were repositioned in the scanner between sessions. Geometric distortions and partial voluming effects would be expected to have larger
impact on voxels with large effect sizes than on voxels with small effect sizes, and could thus explain the observed relationships
in Figs. 6A and B. To assess whether this had caused the observed
ﬁndings, we recalculated the relationship between SDdifference and
((SDsession-1 + SDsession-2)/2) after applying a Gaussian kernel
(8 × 8 × 8 mm) to the fMRI timeseries data. Smoothing with a kernel
of this size would remove a large portion of the effects of geometric
distortions and partial voluming effects. Results showed that
the positive relationship between ((SDsession-1 + SDsession-2)/2) and
SDdifference almost completely disappeared after smoothing
(Figs. 6C and D). This shows that the observed relationship between
((SDsession-1 + SDsession-2)/2) and SDdifference occurred at a small scale,
which may suggest that they are caused by partial voluming effects or
spatial distortions.
The same results were also reﬂected in the SDparallel and SDorthogonal
(estimated for all grey matter voxels in the brain). While the SDparallel
substantially increased with smoothing, the SDorthogonal did so only
marginally for the visual task (SDparallel with smoothing= 4.84;
SE = 0.34; SDparallel without smoothing= 3.31; SE= 0.19; SDorthognal
with smoothing= 1.72; SE = 0.06; SDorthogonal without smoothing =
1.66; SE = 0.04) as well as the motor inhibition task (SDparallel with
smoothing= 3.92; SE= 0.16; SDparallel without smoothing= 2.62;
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SE = 0.09; SDorthognal with smoothing= 1.42; SE = 0.05; SDorthogonal
without smoothing= 1.39; SE = 0.03)

Global changes in BOLD amplitudes
Changes in global underlying BOLD amplitudes were estimated by
the slope of the straight line ﬁts on the scatterplots of the task beta
values across all voxels in the cortex. The scatterplots of beta values
and the ﬁtted lines for all subjects can be seen in Supplement 3 for
the visual task, and Supplement 4 for the motor inhibition task. For
most subjects and tasks the angles of the slopes were signiﬁcantly different from 45°, meaning that changes in global underlying BOLD amplitudes did frequently occur (Fig. 7).
For the visual task, the slopes were less than 45° across subjects
(mean angle = 41.8°; t20 = −3.165; p = 0.005), indicating that during
the second session there were systematically lower global BOLD amplitudes. The variability in global BOLD amplitudes relative to the
mean global BOLD amplitude was 13.8%, but varied substantially between subjects (SD = 16.4%). For the motor inhibition task there
were no systematic between-session changes in underlying global
BOLD amplitude across subjects (mean angle = 46.7°; t19 = 1.038;
p = 0.31). Nevertheless the variability in global underlying BOLD amplitude relative to the mean global underlying BOLD amplitude was
23.4%, which also varied substantially between subjects
(SD = 14.6%). Spatial smoothing only had a marginal inﬂuence on
global variation in BOLD amplitudes as the correlation with the measured angles without smoothing (as in Fig. 7) was high for both tasks
(r = 0.94; p b 0.001 for the visual task, and r = 0.96; p b 0.001 for the
motor inhibition task)
To test whether part of the changes in global BOLD amplitude
could have a common underlying source for the two tasks, we calculated the correlation between the angles. The observed correlation
was not signiﬁcant (r = 0.16; p = 0.51). To search for other potential
sources of changes in global BOLD amplitude we also tested correlations with changes in multicollinearity of task factors with motion parameters (r = 0.08; p = 0.74 for the visual task; r = −0.35; p = 0.13
for motor inhibition task), and for the stop task with changes in
task performance (r = 0.17; p = 0.49 for accuracy on stop trials;
r = 0.13; p = 0.60 for reaction times on go trials). The source of
most of the changes in between-session differences in global BOLD
amplitudes thus remains elusive.

Fig. 7. Angles of the straight line ﬁts on the regressor coefﬁcients for the visual task and
for the motor inhibition task. Bars show the 95% conﬁdence intervals of the slope
estimates.
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Discussion
We estimated differences in underlying BOLD activation between
sessions. The amount of variability in the underlying BOLD signal (i.e.
true variation) can yield a theoretical limit of fMRI reliability of individual measurements. In this test–retest study, subjects were scanned one
week apart while performing a visual and motor inhibition task. We
speciﬁcally investigated variations in the spatial pattern of activation,
and global changes in the amplitude of the spatial pattern of activation.
For the two tasks we found evidence for small between-session variability in the pattern of activation for a large number of brain areas.
The amount of spatial pattern variability was not an inherent property
of a particular brain area but scaled with the amplitude of the activation: the variability in pattern activity increases linearly by 16% of the
amplitude. Importantly, this linear increase completely disappeared
after spatial smoothing, suggesting that it takes place at a small spatial
scale. Changes in the amplitude of the global BOLD activation were
more marked in the inhibition task (24%) than in the visual task
(14%). The source of the global changes in the amplitude of the pattern
of BOLD activation could not be fully determined.
The current results indicate that underlying patterns of BOLD activity
of individual subjects are relatively stable over sessions. Although we
show that voxels within the activation pattern that are most active (i.e.
highest amplitude) also have the largest variation, these voxels are still
the most reliably activated and thus under most circumstances will
least change the appearance of a thresholded activation pattern. The current ﬁndings thus show a theoretical limit in the reliability of pattern activity that is promising for e.g. for the application of fMRI for planning of
neurosurgery or for techniques that rely on the spatial conﬁguration of
the fMRI signal such as multivoxel pattern analysis (Norman et al.,
2006). Note that this is an estimate of variability in the underlying
BOLD pattern, so the theoretical variability that we would get when we
could obtain an unlimited number of scans and thus have unlimited sensitivity. Under normal circumstances the sensitivity is limited and thus
dependent on effect sizes. When effect sizes are small, stable patterns
can still be produced by going to higher ﬁeld strengths or by making
more scans (within the limits of avoiding subject fatigue/adaptation).
Also note that the results for the pattern stability suggest that e.g. trained
classiﬁers of multivoxel pattern analysis preserve most of their validity
across sessions. However, as the amplitude of the pattern can have a
large variation, better validity across sessions is expected for classiﬁers
that are trained after normalizing effect sizes across voxels.
The observed relative increase in variability of the pattern of underlying BOLD activity with an increase in the amplitude of activation was
diminished after spatial smoothing (Gaussian kernel with FWHM
8 mm). This suggests that the variation in the observed spatial pattern
is related to variability in the underlying spatial pattern on a very local
spatial scale. Spatial smoothing reduces the effects of random noise of
the scanner. This would increase the sensitivity both for measuring stable pattern activation and pattern differences, but only when both are
present at a spatial scale above the size of the smoothing kernel. However, only the sensitivity for detecting the stable patterns was increased.
This shows that the pattern differences have a smaller spatial scale
than the stable underlying patterns. The small spatial scale of the pattern
variability may be an indication that they are induced by betweensession differences in partial voluming (Hyde et al., 2001) or geometric
distortions as a result of repositioning the subject in the scanner for
retesting (Huettel et al., 2004). Both small geometric distortions and
partial voluming effects would be larger in voxels with large effect
sizes, consistent with our observations, especially when the peaks and
troughs in the pattern are local. Note however that a recent study did
not ﬁnd an effect of head repositioning in the scanner on reliability of
fMRI measurements (Soltysik et al., 2011), but large differences in analysis techniques make a direct comparison between studies difﬁcult.
Both tasks also showed variability in the spatial pattern of underlying
BOLD signal irrespective of the presence of a stable underlying pattern of

activation, i.e. the intercept of the functions depicted in Figs. 6A and B are
nonzero. Technically this could imply that part of the task activation pattern is completely random (irreproducible across sessions) and scattered throughout the entire brain. However, we believe that it is a
more likely explanation that the standard deviations of the t-values
are non-zero even in absence of brain activation. Even after corrections
for non-white noise distributions and/or low frequency drifts (including
high pass ﬁltering, use of the autoregressive model, and inclusion of motion parameters in the design matrix) there may be still violation of the
assumption of completely independent observations. This will result in
the standardized deviation from 0 of the t-values becoming larger than
1 especially when a large portion of the power of the task-related factors
is in the low-frequency domain. Indeed we found that this type of spatial
pattern variability was larger for the visual task (blocked design) than
for the motor inhibition task (event related design). As the spectrum
of the design matrix of a blocked design has more power for lower frequencies than an event related design this effect will be larger for a
blocked design. The origins of low frequency ﬂuctuations could be
many including scanner instabilities (Smith et al., 1999) and subject motion (Thacker et al., 1999), but also spontaneous coherent ﬂuctuations in
brain activation (Fox et al., 2006) that have also been observed during
resting state fMRI (Damoiseaux et al., 2006).
Although we did not ﬁnd evidence for inherent between-area differences in the variability of the spatial pattern of activity, this does not automatically imply equally consistent responses in all brain areas.
Flexible representation of brain functions could be present on a trial
by trials bias, instead of across experimental sessions (Goldman et al.,
2009). With averaging over many trials, this type of variability may
have been obscured. Experiments at high ﬁeld that can provide single
trial BOLD estimates with adequate signal to noise should be able to resolve this matter. Furthermore, ﬂexible representation could also take
place at a spatial scale above the resolution that we measured in the
current fMRI experiments.
We also found evidence for global changes in the amplitude of activation. This is a potential problem as this variability directly affects amplitude estimates of BOLD activation. Consequently, this variability
needs to be taken into account in studies correlating individual differences in amplitudes in BOLD responses with e.g. behavioral, personality
traits, or illness measures across subjects. The fact that we found evidence for global changes in the amplitude of activation suggests
that the estimates of the BOLD signal (i.e. b-values) need to be
used with care, especially when such estimates are used to classify
individual subjects. The source of the global changes in the amplitude of activation remains to a large extent unknown. For the visual
task we found a test–retest effect (reduction in the amplitude of the
global pattern of activity). However, for the motor inhibition task we
found even larger variability on this measure without the presence
of a systematic behavioral test–retest effect. The presence of a reduction in global amplitudes from the ﬁrst to the second session for the visual task shows that variations in global amplitudes are at least partially
caused by variations in cognitive processes. It is likely that previous exposure to the visual stimulus or the scanner environment reduces attention when doing the task for a second time. Reductions with retesting
have also been reported by previous test retest studies (Raemaekers
et al., 2007; Zandbelt et al., 2008). The reason why we did not observe
the reduction in BOLD for the motor inhibition task cannot be fully determined. On the one hand this task controlled the amount of attention for
the ﬁrst and second session, which may result in an absence of a systematic session effect. On the other hand, the motor inhibition task was practiced before the scanning session which may have attenuated novelty
effects in the ﬁrst session. Finally, we found no correlation between the
tasks regarding changes in the amplitude of the global activation pattern.
This suggests that this variability has no direct relationship with, for example, the amount of sleep (Habeck et al., 2004), food intake
(Noseworthy et al., 2003) or factors that alter the neural hemodynamic
coupling, as these would affect both tasks simultaneously.
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An important difference of the current approach with previously
used measures of fMRI activation stability is that the current method
estimates the variability in underlying signal, vs. the variability of the
measured signal as is assessed with measures as the intraclass correlation (ICC) across voxels, or measures of overlap (Rombouts et al.,
1997; Specht et al., 2003). ICCs and overlap measures by deﬁnition
drop when estimates of brain activation suffer from poor signal to
noise ratios, something which is taken into account by the current
methods. On the other hand, when e.g. assessing the usefulness of a
measure of brain activation as endophenotype, the source of the between session variation (whether it is caused by differences in signal
to noise or by difference in brain activation between sessions) is
strictly speaking not relevant. The current methods can however provide an estimate of the upper limit of the reliability of the endophenotype that could be achieved.
The results from the current study also shed new light on results of
previous fMRI studies on reliability. Many studies have investigated
test–retest reliability of fMRI for various tasks (Bennett and Miller,
2010; Rombouts et al., 1997; Zandbelt et al., 2008). Most of these studies addressed the relative sizes of the between and within subject variation e.g. by means of the ICC (Aron et al., 2006; Caceres et al., 2009;
Freyer et al., 2009; Raemaekers et al., 2007; Specht et al., 2003). Results
from the current experiment suggest that the between-session differences in amplitudes of BOLD responses that these studies report are
mostly caused by global changes in the amplitude of the underlying activation pattern (in addition to incomplete sensitivity). Note that when
using an ICC for consistency, the session effects in global BOLD contrast
as we observed in the visual task, would be accounted for and thus
would not add to the between session variation. Furthermore, as we
found no inherent between-area differences in the variability of the underlying spatial pattern of activity, the current results also suggest that
previously reported between-area differences in reliability are caused
by between-area differences in BOLD effect sizes.
Conclusions
In summary, results from this study show that underlying patterns
of BOLD activation are relatively stable across sessions, while the amplitude of the activation is more variable. The small pattern variability that
we observed was caused by a general phenomenon of the most active
voxels also showing the most variation, irrespective of brain area. Furthermore, this pattern variability was present mostly on a very local
scale (neighboring voxels). The variability in the amplitudes (global
scaling) of BOLD responses was large, varied across tasks, and is most
likely more dependent on cognitive effects (e.g. learning, retesting). In
practice the results from this study imply that with sufﬁcient signal to
noise ratios, the pattern of the fMRI signals is reproducible to a large extent and therefore fMRI seems to be a reliable method for localization of
task related brain activation. However, given the potential variation in
amplitude of this activation, fMRI estimates of height of brain activation
should be used with care. Activation is reliable, but the amplitude of the
activation is not.
Supplementary materials related to this article can be found online
at: 10.1016/j.neuroimage.2011.11.061.
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